
Asking  
to Learn: 

What student queries to 
Generative AI reveal about 
cognitive engagement
A large-scale analysis of 128,000 student queries  
reveals how generative AI can support, rather than  
shortcut, higher-order thinking in AI-driven learning
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We analyzed almost 130k student queries 
to an AI-powered study tool to better 
understand not just the topics students 
have questions about, but the depth of 
thinking these inputs reveal. This level of 
granularity is important to understand how 
students are interacting and engaging with 
AI in their learning.

Student questions focused mostly on  
basic knowledge, such as recalling 
definitions or understanding key ideas - 
skills appropriate for an entry-level course. 
This suggests the tool is being used as 
intended, with 80% of inputs falling under 
the Factual or Conceptual Knowledge 
dimensions of Bloom’s taxonomy.

About one-third of student inputs reflected 
more advanced cognitive complexity, and 
20% were at levels which suggest higher-
order thinking skills. This indicates the 
study tool’s potential to go beyond basic 
recall and support deeper learning. Insights 
from these patterns have directly informed 
the development of a new feature that 
encourages students to engage with more 
cognitively demanding questions.
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Recognizing the importance of inquiry for 
learning, researchers have examined how it may 
influence students’ thinking, or in other words, 
the relationship between student-generated 
questions and cognitive growth 7,8,9. The process 
of formulating questions helps students to recall 
and reorganize learning content into their own 
frameworks, driving connections between new 
and prior knowledge, and helping to identify gaps 
or inaccuracies in understanding. These activities 
have been shown to enhance academic outcomes 
across a variety of educational contexts by 
supporting deeper engagement with learning 
content, fostering metacognitive skills and 
promoting active learning 10,11.

By formulating their own 
questions, students 
deepen their engagement 
with the material, reflect 
on their own thinking, and 
become active participants 
in the learning process.

Introduction

Modern science education requires 
the cultivation of 21st century  
skills to help learners become 
discerning consumers of scientific 
information, able to navigate the 
complex socio-scientific challenges 
of our time1, 2.
These competencies are essential not only to 
inspire future scientists, but also to equip all 
learners to become informed citizens who can 
apply scientific reasoning to everyday personal 
and societal decisions3,4. Central to this is the 
fostering of curiosity and questioning, which 
underpin scientific inquiry and act as windows 
into learners’ cognitive processes 5,6. 
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Introduction

The emergence of Generative AI (Gen-AI) and 
Large Language Models (LLMs) introduced 
new contexts in which student questioning and 
inquiry occur, marking a transformative shift in 
personalized learning 12,13. Since the mainstream 
launch of ChatGPT in late 2022, there has been an 
explosion in research examining the effectiveness 
of these tools for learning. The emerging evidence 
base shows promising but mixed effects on 
performance and engagement. Whether and in 
what ways usage of Gen-AI tools affects learning 
may depend on how the tools are used. A recent 
study found that even with a “learning optimized” 
GPT-based tool, designed to avoid simply 
giving away the answer, students still requested 
direct solutions 50–60% of the time rather 
than engaging in meaningful interactions with 
the tool. When these guardrails were removed, 
direct answer-seeking rose to 70–80% 14. The 
researchers linked this pattern of superficial use 
to poorer performance, finding that students who 
practiced with the “no guardrails” version scored 
significantly worse on a subsequent unassisted 
math assessment.  

A recent analysis of anonymized student 
conversations with the Claude.ai platform also 
raised concerns about cognitive offloading 15,  
where students delegated higher-order 
processes to AI, potentially diminishing  
learning depth. 

However, results are more encouraging where 
AI tools are incorporated meaningfully into the 
learning process. For example, Kumar et al.16  
found that providing students who were practicing 
for a math test with GPT-based explanations 
supported higher subsequent test performance 
compared to showing them only the correct 
answers. The greatest learning gains occurred 
among participants who tried to solve the math 
problems independently before viewing the  
GPT-based explanation. In their recent study of  
an LLM-powered conversational AI tool integrated 
with instructor-provided courseware, Maiti & 
Goel17 found a statistically significant increase 
in higher-order questioning following sustained 
interaction with the tool.

Evidence suggests 
students benefit most 
when AI tools are 
meaningfully integrated 
into the learning process.
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Research Context

The present study examines use of a Gen-AI study 
tool embedded in Campbell Biology, a biology 
eTextbook typically used in undergraduate 
introductory biology courses. Unlike general Gen-
AI platforms, the eTextbook AI study tool prioritizes 
publisher-approved, expert-vetted content first, 
using a retrieval augmented generation (RAG) 
process. For example, when a student requests 
an explanation on a specific topic, the tool is 
supplied with information relevant to that topic 
from the textbook, promoting accuracy and 
ensuring responses are tailored to the textbook. 
Outputs are structured in accordance with 
best practices from learning science, such as 
providing contextualized feedback that supports 
comprehension and retention, and encouraging 
active learning.

The present study focuses on learner use of the 
Explain feature only, which accounted for the 
majority of all interactions with the AI study tool 
during the 2024 academic year. The Explain 
feature was also chosen as it offers a unique 
insight into learners’ authentic interactions with 
the tool. Given that the Summary and Practice 
features are designed to produce specific 
outputs, i.e. summaries and practice questions, 
learners’ requests tend to follow relatively uniform 
patterns (e.g. for Summary - “Make a summary 
of this”, “Summarize this for me”). In contrast, the 
Explain feature invites learners to articulate their 
questions in their own words. This more open-
ended interaction captures the individuality of 
each learner’s thought process, their curiosity, 
and how they naturally frame questions. We 
hypothesized that a more nuanced mapping 
of learner queries to the Explain feature could 
potentially reveal whether they are using the  AI 
tool for surface-level assistance and lower-level 
‘recall’ queries (i.e., superficial use), or whether 
the depth of their engagement suggests deeper 
learning or higher-order questioning.  

The AI study tool interacts with learners 
and supports their learning via three main 
features:

• �Summarize: Output bulleted summaries  
of specific pages, sections, or chapters.

• �Explain: Request an explanation of a 
confusing concept or directly input a 
query.

• �Practice: Generate short-answer or 
multiple-choice practice questions 
specific to chapters, sections, or topics. 
 

Figure A. The AI Study Tool within the eTextbook learning experience.

Thousands of students have used the best-selling Campbell Biology 
to learn biology and enter science careers for nearly 40 years.
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Methodology

Data cleaning

This study examines students’ first 
input to any interaction with the 
Explain feature, encompassing  
two semesters’ worth of data  
(Spring & Fall ’24). 
The first step was to understand the intent of 
students’ queries to the AI study tool. When 
a student inputs text, the study tool’s intent 
classifier aims to determine the student’s purpose 
– do they want help understanding something, 
solving a calculation, or are they merely copy-
pasting a Pearson homework question directly 
into the chat? If the input is identified as a likely 
homework question, the tool is instructed to 
scaffold the student towards solving the problem 
via explanations, hints, or outlining how to solve 
the problem independently. 

The researcher then used an inductive approach 
to further identify instances where the input 
appeared highly likely to be a homework problem 
(e.g., the student input included multiple choice 
options, appeared part of a multi-part question, 
or included spacing that suggested a fill-in-the-
blank type question). Due to the large dataset, it 
was only feasible to manually review a subset of 
this data (approx. 4%, distributed equally across 
both semesters of data), which may have led to 
some misclassifications. As a result, this analysis 
represents a preliminary framework that can be 
refined as more advanced validation becomes 
available. After data cleaning, approximately 
21,000 inputs (14% of the original dataset) 
were excluded because they appeared to be 
superficial requests for answers to homework 
questions, resulting in a final dataset of 128,725 
inputs from 8,681 unique users. 

Coding framework

The theoretical framework driving analysis 
was derived from the Cognitive Process and 
Knowledge dimensions of the revised Bloom’s 
Taxonomy18, which categorizes cognitive 
processes into six levels: Remember, Understand, 
Apply, Analyze, Evaluate, and Synthesize and 
Create; and knowledge dimensions into four 
levels: Factual, Conceptual, Procedural, and 
Metacognitive. Several studies have classified 
student-initiated questions using Bloom’s 
Taxonomy as indicators of their level of cognitive 
engagement19,20,21 including student questions to 
an LLM-powered tutor17.

A deductive-inductive content analysis approach 
was used to develop the coding framework. 
The initial coding frame for each Cognitive 
Process dimension was based on master verb 
lists for each level, which are typically used 
to describe activities required for achieving 
educational objectives at each level. Academic 
Word Lists for Biology were used to supplement 
these lists with discipline-specific terms. 
Knowledge dimensions were coded using 
terms from textbook glossaries, core concepts, 
procedural techniques, and metacognitive 
learning strategies. For example, the Conceptual 
dimension frame was based on laws, models, 
principles, rules, or theories relevant to an 
introductory biology course. 

The final dataset consists 
of 128,725 inputs from 
8,681 unique users. 
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The first step of processing removed punctuation 
and frequently occurring words that hold weak 
semantic information, e.g. “and” or “of”. The 
coding frame was manually provided as seed 
words to generate the initial thesaurus of terms 
associated with each seed word. Iterative 
adjustments continued to refine the coding frame, 
including adding and removing terms, merging 
singular and plural forms of terms and creating 
compound concepts, i.e. two or more terms with 
a discipline-specific meaning where they co-
occur (e.g., in this context, “natural selection”). 
This continued until data stability was achieved, 
supporting the final concept map’s validity.

Methodology

Data analysis

Analysis was conducted using Leximancer 5.0, 
semi-automated software which combines 
qualitative and quantitative techniques to 
efficiently analyze large volumes of text data 22. 
Rather than classifying student prompts based 
on inferred complexity or topic clustering, this 
approach was chosen to balance analysis of 
a large dataset while retaining standards of 
trustworthy qualitative research. Blending human 
oversight of how the coding frame was applied 
to the data with the scaled efficiencies of the 
Leximancer software allowed us to maintain a 
transparent, discipline-specific and theory-driven 
approach to analysis. 
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Results

However, the data also provide evidence of 
more sophisticated engagement. One-fifth of 
inputs reflected procedural and metacognitive 
knowledge. One-third of inputs were at higher 
levels of cognitive complexity such as applying or 
evaluating information, and 20% were ‘Analyze’ 
and above, generally considered to be consistent 
with critical thinking.

• �What types of cells have the 
mitochondria?

• �are there more memory cells than 
effector cells?

• �Hey, can you explain more about 
radioactive isotopes?

• �what are the different types of light 
microscopy?

• �can you explain cellular respiration  
to me like i’m a dummy

Figure B. Verbatim examples of Factual and Conceptual-level inputs. 

Analysis revealed heterogeneity in the volume 
of Explain feature usage. Inputs to the Explain 
feature by individual students ranged from 1 to 
1,159 queries per semester. Almost half of students 
(42%) initiated at least 5 conversations, and 17% of 
students initiated 20 conversations or more with 
the Explain feature. Figures B and C below shows 
illustrative examples of student queries. Inputs 
are presented verbatim to preserve the original 
phrasing and perspective of the student.

• �How would I ‘build’ an organism to 
maximize its surface area to volume ratio?

• �How do you like my explanation on why 
evolution is the core theme of biology?

• �If you had access to a microscope, 
how would you differentiate 
endomycorrhizae and ectomycorrhizae

• �What might happen if the lysomes  
wan’t in a separate compartment, or  
if it didn’t work?

Figure C. Verbatim examples of inputs at ‘Analyze’ level or higher.

 80% of inputs related to the Factual or Conceptual Knowledge dimensions, such as recalling key 
definitions or understanding how different ideas connect and relate to one another. Inputs at 
these levels relate to the building of core knowledge and understanding.

Cognitive Process Dimension

Knowledge 
Dimension

Remember 
and Know Understand Apply Analyze Evaluate Create

Factual 
Knowledge 17% 15% 4% 4% 1% 1%

Conceptual 
Knowledge 6% 19% 3% 10% 1% 1%

Procedural 
Knowledge 2% 8% 5% 1% <1% 1%

Metacognitive 
Knowledge 1% 1% <1% 1% <0.1% <0.1%

1/3 of inputs at higher levels 
of cognitive complexity

20% of inputs considered 
consistent with critical thinking
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Discussion
Initial findings from this research have been used 
to enhance the Explain feature to better support 
student curiosity. Currently in a limited rollout, 
with increased access in the coming months, the 
updated Explain feature will prompt students 
inputting a query to ‘go deeper’ with suggested 
follow-up questions. ‘Go Deeper’ questions 
target higher levels of Bloom’s cognitive 
complexity, with guidance on scaffolding 
provided in the generation prompt to avoid 
follow-up questions more than two levels higher 
than the original input, potentially confusing the 
student. For example, if a student asks for a basic 
definition (e.g., “Define polar molecule” – Bloom’s 
level Remember and Know), follow-up questions 
may reflect ‘Understand’ (e.g. “Describe partial 
charges in polar molecules”) and ‘Apply’ (e.g. 
“Apply the polar molecule concept to solubility 
scenarios”) on the same topic. 

We intend to build on this research base over 
time, to develop person-level indicators which 
will help us to better understand how learner 
questions may reflect changing levels of cognitive 
engagement when examined over time. Given 
the increasing ubiquity of these tools in higher 
education, a more nuanced understanding 
of AI-mediated learning can move us closer 
to supporting a richer, more active learning 
process. The findings suggest that AI tools, when 
thoughtfully integrated into a learning experience, 
can act as a formative support and deepen 
students’ interactions with course content.

This paper presents preliminary analyses of how 
students used an AI-powered learning tool to 
support their thinking in an introductory biology 
course. For many learners, the tool was primarily 
a mechanism for reinforcing foundational 
understanding. This is perhaps unsurprising given 
that the focus of the analysis was on an eTextbook 
used for introductory biology, which presumably 
aligns with early stages of learning (e.g., building 
schemas, clarifying concepts). In introductory 
biology courses, exam questions often focus on 
the lower levels of Bloom’s taxonomy, with Factual 
and Conceptual knowledge the most common 
objectives assessed in biology tests23. 

However, the presence of higher-level queries 
suggests potential for the tool to foster more 
advanced cognitive skills. Many students are not 
just passively seeking information but actively 
framing their inquiries in a meaningful way. These 
instances suggest that the Explain feature can, 
under certain conditions, support learners in 
performing higher-level cognitive tasks, which 
points to avenues for further development to 
better support critical thinking across a broader 
range of learners. 

Many students are not 
just passively seeking 
information but actively 
framing their inquiries in a 
meaningful way.
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